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Abstract

This paper addresses the problem of generating possitdetdbj
cations for use in object recognition. We introduce SelecSiearch
which combines the strength of both an exhaustive searckemd
mentation. Like segmentation, we use the image structugeitte
our sampling process. Like exhaustive search, we aim taimapt
all possible object locations. Instead of a single techamitpugen-
erate possible object locations, w#&ersify our search and use a
variety of complementary image partitionings to deal wighhaany
image conditions as possible. Our Selective Search reisubis
small set of data-driven, class-independent, high quidigtions,
yielding 99% recall and a Mean Average Best Overlap of 0.879 a
10,097 locations. The reduced number of locations comptared
an exhaustive search enables the use of stronger machinatga
techniques and stronger appearance models for objectnitiong
In this paper we show that our selective search enables thefus
the powerful Bag-of-Words model for recognition. The Selex Figure 1. There is a high variety of reasons that an imageregi
Search software is made publicly available forms an object. In (b) the cats can be distinguished by cptent
texture. In (c) the chameleon can be distinguished from the s
. rounding leaves by texture, not colour. In (d) the wheelstEapart
1 Introduction of the car because they are enclosed, not because they ala sim
in texture or colour. Therefore, to nd objects in a struedmway
For a long time, objects were sought to be delineated befaie tit is necessary to use a variety of diverse strategies. Eurtbre,
identi cation. This gave rise to segmentation, which aines fan image is intrinsically hierarchical as there is no sirsglale for
a unique partitioning of the image through a generic albatit which the complete table, salad bowl, and salad spoon casuinel
where there is one part for all object silhouettes in the iendge- in (a).
search on this topic has yielded tremendous progress owe¢ratht
years|[3, 6, 13, 26]. But images are intrinsically hieracehi In
Figure 1a the salad and spoons are inside the salad bowlhvhicis similar to its surrounding leaves in terms of colour, yettex-
turn stands on the table. Furthermore, depending on thexidhe ture differs. Finally, in Figuré 1d, the wheels are wildlyffeient
termtablein this picture can refer to only the wood or include evrom the car in terms of both colour and texture, yet are esetlo
erything on the table. Therefore both the nature of imagesa® by the car. Individual visual features therefore cannovlkesthe
different uses of an object category are hierarchical. profibits ambiguity of segmentation.
the unique partitioning of objects for all but the most spepur-  And, nally, there is a more fundamental problem. Regiongwi
poses. Hence for most tasks multiple scales in a segmemtatica very different characteristics, such as a face over a swecae
necessity. This is most naturally addressed by using arklécal only be combined into one object after it has been estalalight

partitioning, as done for example by Arbelagzl. [3]. the object at hand is a human. Hence without prior recognitis
Besides that a segmentation should be hierarchical, aigewer hard to decide that a face and a sweater are part of one oB@ct [
lution for segmentation using a single strategy may notetiall.  This has led to the opposite of the traditional approach: ao d

There are many con icting reasons why a region should begdu |ocalisation through the identi cation of an object. Thicent ap-

together: In Figure [1b the cats can be separated using ¢dlour proach in object recognition has made enormous progress |

their texture is the same. Conversely, in Figure 1c the ckeone than a decade [8, 12, 16, 35]. With an appearance model tbarne
ir@disi.unitn it from examples, an exhaustive search is performed wherg kver
tksande@uva.nl cation within the image is examined as to not miss any paknti
http://disi.unitn.it/ ~ uijlings/SelectiveSearch.html object location [8, 12, 16, 35].
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However, the exhaustive search itself has several dravgbaskich as HOG [8, 16, 36]. This method is often used as a preselec
Searching every possible location is computationally dsfele. tion step in a cascade of classi ers [16, 36].

The search space has to be reduced by using a regular grid, xeRelated to the sliding window technique is the highly susfids
scales, and xed aspect ratios. In most cases the number- ofgart-based object localisation method of Felzenszwealal. [12].
cations to visit remains huge, so much that alternativeiotishs Their method also performs an exhaustive search using arline
need to be imposed. The classi er is simpli ed and the aparee SVM and HOG features. However, they search for objectd
model needs to be fast. Furthermore, a uniform samplinglyiebbject parts, whose combination results in an impressijecote-
many boxes for which it is immediately clear that they aresug- tection performance.

portive of an object. Rather then sampling locations biintling  Lampertet al. [17] proposed using the appearance model to
an exhaustive search, a key question is: Can we steer thdisgmpguide the search. This both alleviates the constraints ious

by a data-driven analysis? regular grid, xed scales, and xed aspect ratio, while a¢ game

In this paper, we aim to combine the best of the intuitionsegf s time reduces the number of locations visited. This is donéiby
mentation and exhaustive search and propose a data-dmlec- rectly searching for the optimal window within the imagengsa
tive search Inspired by bottom-up segmentation, we aim to explditanch and bound technique. While they obtain impressivudtees
the structure of the image to generate object locationgired by for linear classi ers, [1] found that for non-linear clagss the
exhaustive search, we aim to capture all possible objeatitmts. method in practice still visits over a 100,000 windows peagre.
Therefore, instead of using a single sampling techniqueawe Instead of a blind exhaustive search or a branch and bound
to diversifythe sampling techniques to account for as many imaggarch, we propose selective search. We use the underiying i
conditions as possible. Speci cally, we use a data-drivenuging- age structure to generate object locations. In contradidalis-
based strategy where we increase diversity by using a yawfet cussed methods, this yields a completely class-indepesé¢of
complementary grouping criteria and a variety of completagn locations. Furthermore, because we do not use a xed aspect r
colour spaces with different invariance properties. Thieoféo- tio, our method is not limited to objects but should be ablentb
cations is obtained by combining the locations of these dempstuff like “grass” and “sand” as well (this also holds for [L7Fi-
mentary partitionings. Our goal is to generate a classgaddent, nally, we hope to generate fewer locations, which shouldenih&
data-driven, selective search strategy that generatesith seh of problem easier as the variability of samples becomes lovad
high-quality object locations. more importantly, it frees up computational power which ten

Our application domain of selective search is object reitimgn  used for stronger machine learning techniques and morerfdwe
We therefore evaluate on the most commonly used datasdtior appearance models.
purpose, the Pascal VOC detection challenge which cori28
object classes. The size of this dataset yields computdtzon-
straints for our selective search. Furthermore, the udda®ofiataset
means that the quality of locations is mainly evaluated im&of Both Carreira and Sminchisescu [4] and Endres and Hoient¢g] p
bounding boxes. However, our selective search appliesgion® pose to generate a set of class independent object hypsthsisg
as well and is also applicable to concepts such as “grass”. segmentation. Both methods generate multiple foregrdnawit:

In this paper we propose selective search for object retiogni ground segmentations, learn to predict the likelihood thédre-
Our main research questions are: (1) What are good divet®a ground segment is a complete object, and use this to ranketie s
strategies for adapting segmentation as a selective ssathgy? ments. Both algorithms show a promising ability to accuyate
(2) How effective is selective search in creating a smalbseigh- delineate objects within images, con rmed by [19] who awekie
quality locations within an image? (3) Can we use selecthach state-of-the-art results on pixel-wise image classi oatusing [4].
to employ more powerful classi ers and appearance modelslio  As common in segmentation, both methods rely on a singlegtro
ject recognition? algorithm for identifying good regions. They obtain a véyief

locations by using many randomly initialised foreground aack-

ground seeds. In contrast, we explicitly deal with a var@gtynage
2 Related Work conditions by using different grouping criteria and diéfiet repre-
sentations. This means a lower computational investmeneaio
dot have to invest in the single best segmentation strasegyy as
using the excellent yet expensive contour detector of [8fther-
more, as we deal with different image conditions separatedy
expect our locations to have a more consistent quality.lyjreur
selective search paradigm dictates that the most integegties-
tion is not how our regionsompareto [4, 9], but rather how they
2.1 Exhaustive Search cancomplemengach other.

Gu et al. [15] address the problem of carefully segmenting and

As an object can be located at any position and scale in thgemaecognizing objects based on their parts. They rst gemeaaset
it is natural to search everywhere [8, 16, 36]. However, tiseal of part hypotheses using a grouping method based on Arbetaez
search space is huge, making an exhaustive search coropathti al. [3]. Each part hypothesis is described by both appearamte a
expensive. This imposes constraints on the evaluationpawdb- shape features. Then, an object is recognized and carelilily-
cation and/or the number of locations considered. Hence ofoseated by using its parts, achieving good results for shaggre-
these sliding window techniques use a coarse search grickedd tion. In their work, the segmentation is hierarchical arelds seg-
aspect ratios, using weak classi ers and economic imageifesa ments at all scales. However, they use a single groupintegira

2.2 Segmentation

We con ne the related work to the domain of object recogmiti
and divide it into three categories: Exhaustive searchmseda-
tion, and other sampling strategies that do not fall in eittege-

gory.



Figure 2: Two examples of our selective search showing tlessity of different scales. On the left we nd many objedtdifferent
scales. On the right we necessarily nd the objects at difiescales as the girl is contained by the tv.

whose power of discovering parts or objects is left unevatiian 3 Selective Search

this work, we use multiple complementary strategies to deth

as many image conditions as possible. We include the lotatitn this section we detail our selective search algorithmaigject

generated using [3] in our evaluation.

recognition and present a variety of diversi cation stgags to deal

with as many image conditions as possible. A selective bealrc
gorithm is subject to the following design considerations:

Capture All Scales. Objects can occur at any scale within the im-

2.3 Other Sampling Strategies

Alexe et al. [2] address the problem of the large sampling space

of an exhaustive search by proposing to searctafgrobject, in-
dependent of its class. In their method they train a classirethe

age. Furthermore, some objects have less clear boundaries
then other objects. Therefore, in selective search allabbje
scales have to be taken into account, as illustrated in Eigur
[2. This is most naturally achieved by using an hierarchical
algorithm.

object windows of those objects which have a well-de nedpghapiversi cation. There is no single optimal strategy to group re-

(as opposed to stuff like “grass” and “sand”). Then instefzalfall
exhaustive search they randomly sample boxes to which thgly a
their classi er. The boxes with the highest “objectness asigre
serve as a set of object hypotheses. This set is then useeatiygr
reduce the number of windows evaluated by class-speci eabj
detectors. We compare our method with their work.

gions together. As observed earlier in Figure 1, regions may
form an object because of only colour, only texture, or beeau
parts are enclosed. Furthermore, lighting conditions ssch
shading and the colour of the light may in uence how regions
form an object. Therefore instead of a single strategy which
works well in most cases, we want to have a diverse set of

Another strategy is to use visual words of the Bag-of-Words Strategies to deal with all cases.

model to predict the object location. Vedaddial. [34] use jumping
windows [5], in which the relation between individual visuards
and the object location is learned to predict the objecttlonan
new images. Maji and Malik [23] combine multiple of thesearel
tions to predict the object location using a Hough-transfoafter

which they randomly sample windows close to the Hough maxi-

mum. In contrast to learning, we use the image structurentpka
a set of class-independent object hypotheses.

Fast to Compute. The goal of selective search is to yield a set of

possible object locations for use in a practical object ge¢o
tion framework. The creation of this set should not become a
computational bottleneck, hence our algorithm should ke re
sonably fast.

3.1 Selective Search by Hierarchical Grouping

To summarize, our novelty is as follows. Instead of an exhal§e take a hierarchical grouping algorithm to form the basisup
tive search [[8, 12, 16, 36] we use segmentation as seleetarels selective search. Bottom-up grouping is a popular appraaskg-
yielding a small set of class independent object locatidmgon- mentation [6, 13], hence we adapt it for selective searcltaBse
trast to the segmentation of [4, 9], instead of focusing @nltbst the process of grouping itself is hierarchical, we can rediyigen-

segmentation algorithm [3], we use a variety of strategiedeal
with as many image conditions as possible, thereby severdiyc-
ing computational costs while potentially capturing molgects
accurately. Instead of learning an objectness measurendomay

erate locations at all scales by continuing the groupinggss until
the whole image becomes a single region. This satis es théieo
tion of capturing all scales.

As regions can yield richer information than pixels, we went

sampled boxes [2], we use a bottom-up grouping procedurerto guse region-based features whenever possible. To get a setadif

erate good object locations.

starting regions which ideally do not span multiple objeats use



the fast method of Felzenszwalb and Huttenlocher [13], wf8¢ | colour channels R|G|B|I|V|L| a | b |S|r|g|C|H
found well-suited for such purpose. Light Intensity |- |- |- -] - |- [+/-[+/-|+[+|+] + |+
Our grouping procedure now works as follows. We rst use [13] Shadows/shading- | - | - |-| - | - [+/-|[+/-|+|+|+]| + | +
to create initial regions. Then we use a greedy algorithmeme i | Highlights N N TR R R A
atively group regions together: First the similaritiesvietn all
neighbouring regions are calculated. The two most simdgrons colour spaces RGB|I|Lab|rgl|HSV |rgb| C |H
are grouped together, and new similarities are calculagdaden Light Intensity - - = =+ |+ |+
the resulting region and its neighbours. The process ofingu | Shadows/shading| - |-| +/- [23| 23 | + | + | +
the most similar regions is repeated until the whole imageees Highlights - |- - - | = | - |4+

a single region. The general method is detailed in Algoritim
Table 1: The invariance properties of both the individuadbao
channels and the colour spaces used in this paper, sorted-by d
gree of invariance. A “+/-" means partial invariance. A fian
1=3 means that one of the three colour channels is invariantitb sa

Algorithm 1: Hierarchical Grouping Algorithm
Input: (colour) image

Output: Set of object location hypotheskes

property.

Obtain initial regiondR= fry;

Initialise similarity setS= 0

foreach Neighbouring region pai(ri;r;) do
Calculate similaritys(ri;r )

| S=3[ s(ri;rj)

;rag using [13

while S6 0do

Get highest similarity(ri;rj) = max9

Merge corresponding regioms= ri[ r;

Remove similarities regarding: S= Sns(rj;r )
Remove similarities regarding : S= Sns(r ;rj)
Calculate similarity seg betweernr; and its neighbours
S=8[ §

R= R[ I't

Extract object location boxdsfrom all regions inR

For the similaritys(ri;rj) between region; andr; we want a va-
riety of complementary measures under the constraint ilegtdre
fast to compute. In effect, this means that the similariiesuld be
based on features that can be propagated through the higragc
when merging region andr; into ry, the features of region need
to be calculated from the featuresrpaindr; without accessing the
image pixels.

3.2 Diversi cation Strategies

The second design criterion for selective search is to siifyethe
sampling and create a set of complementary strategies vidwese
tions are combined afterwards. We diversify our selectaarch
(1) by using a variety of colour spaces with different ineage
properties, (2) by using different similarity measusgs and (3)
by varying our starting regions.

Complementary Colour Spaces.We want to account for dif-
ferent scene and lighting conditions. Therefore we perform
hierarchical grouping algorithm in a variety of colour spaavith
a range of invariance properties. Speci cally, we the failog
colour spaces with an increasing degree of invariance RGB
(2) the intensity (grey-scale image) (3) Lab, (4) therg chan-
nels of normalizedRGBplus intensity denoted agl, (5) HSV, (6)
normalizedRGBdenoted asgb, (7) C [14] which is an opponent
colour space where intensity is divided out, and nally (8¢ tHue
channeH from HSV. The speci ¢ invariance properties are listed
in Table 1.

Of course, forimages that are black and white a change oficolo
space has little impact on the nal outcome of the algorithor

these images we rely on the other diversi cation methodsefor
suring good object locations.

In this paper we always use a single colour space throughout

the algorithm, meaning that both the initial grouping aition of
[13] and our subsequent grouping algorithm are performetis
colour space.

Complementary Similarity Measures. We de ne four comple-

mentary, fast-to-compute similarity measures. These areasre
all in range[0; 1] which facilitates combinations of these measures.

Scolour(Fi; rj) measures colour similarity. Speci cally, for each re-

gion we obtain one-dimensional colour histograms for each
colour channel using 25 bins, which we found to work well.
This leads to a colour histogra® = fc'; ;c'g for each
regionr; with dimensionalityn = 75 when three colour chan-
nels are used. The colour histograms are normalised uséng th
L1 norm. Similarity is measured using the histogram intersec-
tion:
n
Scolour(Fi;j) = a min(CE(;Clj():
k=1

The colour histograms can be ef ciently propagated through
the hierarchy by

)

sizgri) G+ sizdrj) Cj.

sizg(rj) + sizgr)) '
The size of a resulting region is simply the sum of its con-
stituents: siz@t) = size(r;) + sizgr;).

G = )

Sexture(1i;7'j) Measures texture similarity. We represent texture us-

ing fast SIFT-like measurements as SIFT itself works weill fo
material recognition [20]. We take Gaussian derivatives in
eight orientations using = 1 for each colour channel. For
each orientation for each colour channel we extract a his-
togram using a bin size of 10. This leads to a texture his-
togramT; = ft!; ;t"g for each regiorr; with dimension-
ality n = 240 when three colour channels are used. Texture
histograms are normalised using the norm. Similarity is
measured using histogram intersection:

®3)

n
Stexturei;1'j) = é min(tik;t}‘ :
k=1

Texture histograms are ef ciently propagated through the h
erarchy in the same way as the colour histograms.



Ssizdri;rj) encourages small regions to merge early. This foroalsject hypothesis set, depending on the computationalesfay of
regions inS i.e. regions which have not yet been merged, the subsequent feature extraction and classi cation ntetho
be of similar sizes throughout the algorithm. This is desir- We choose to order the combined object hypotheses set based
able because it ensures that object locations at all scedesoam the order in which the hypotheses were generated in each in
created at all parts of the image. For example, it preventgi@idual grouping strategy. However, as we combine redtits
single region from gobbling up all other regions one by onep to 80 different strategies, such order would too heavilplea-
yielding all scales only at the location of this growing @ui size large regions. To prevent this, we include some ranéssin
and nowhere elsessiz{ri;rj) is de ned as the fraction of the as follows. Given a grouping strategylet riJ be the region which

image that; andrj jointly occupy: is created at positiohin the hierarchy, where= 1 represents the
top of the hierarchy (whose corresponding region coversatine-
o sizgri) + sizgr)) plete image). We now calculate the position vai@s RND i,
SsizTi;1j) = 1 T sizgim) (4} where RND is a random number in ran@1]. The nal ranking
is obtained by ordering the regions us'wﬂg
where sizém) denotes the size of the image in pixels. When we use locations in terms of bounding boxes, we rst rank

_ . . all the locations as detailed above. Only afterwards wer tat
si (ri;rj) measures how V\./e_ll region andr; tinto each other. |, yer ranked duplicates. This ensures that duplicate bbaes a
The idea is to Il gaps: iff; is contained irr; itis logical 10 etter chance of obtaining a high rank. This is desirablebse
merge these rst in order to avoid any holes. On the other,, inle grouping strategies suggest the same box lonatt is

hand, ifri andr; are hardly touching each other they willya|y t5 come from a visually coherent part of the image.
likely form a strange region and should not be merged. To

keep the measure fast, we use only the size of the regions and

of the containing boxes. Speci cally, we de &8 to be the 4 Object Recognition using Selective
tight bounding box around, andrj. Now s (ri;rj) is the

fraction of the image contained BB;; which is not covered Search

by the regions of; andr;:
y ¢ ! ! This paper uses the locations generated by our selectivehstea

size(BB;j) size(r;) sizgri) object recognition. This section details our framework dbject
5) recognition.
Two types of features are dominant in object recognitiors- hi
We divide by sizéim) for consistency with Equation 4. Notetograms of oriented gradients (HOG) [8] and bag-of-word2[.
that this measure can be ef ciently calculated by keepiagkr HOG has been shown to be successful in combination with ttie pa
of the bounding boxes around each region, as the boundd#ged model by Felzenszwagbal [12]. However, as they use an
box around two regions can be easily derived from these. €xhaustive search, HOG features in combination with a tinkes-
si er is the only feasible choice from a computational pesve.
In this paper, our nal similarity measure is a combinatidiii@ In contrast, our selective search enables the use of moensive
above four: and potentially more powerful features. Therefore we ugpdia
words for object recognition [16, 17, 34]. However, we use@en
powerful (and expensive) implementation than [16, 17, 34&im-
S(ri;r) = @Scolourlri; M)+ a2Stextureli;rj) + ploying a variety of colour-SIFT descriptors [32] and a regatial
agSsizd 11 1)) + aasrin (1i:19):; (6) Ppyramid division [18].

Speci cally we sample descriptors at each pixel on a singétes
whereg; 2 f 0;1g denotes if the similarity measure is used ds = 1:2). Using software from [32], we extract SIFT [21] and two
not. As we aim to diversify our strategies, we do not consaigr colour SIFTs which were found to be the most sensitive for de-

weighted similarities. tecting image structures, Extended OpponentSIFT [31] aB8-R

Complementary Starting Regions. A third diversi cation SIFT [32]. We use a visual codebook of size 4,000 and a spatial
strategy is varying the complementary starting regions. theo pyramid with 4 levels using a 1x1, 2x2, 3x3. and 4x4 division.
best of our knowledge, the method of [13] is the fastest, iplybl This gives a total feature vector length of 360,000. In imelgs-
available algorithm that yields high quality starting ldoas. We si cation, features of this size are already used [25, 37¢c&use
could not nd any other algorithm with similar computatidred -  a spatial pyramid results in a coarser spatial subdivigiam the
ciency so we use only this oversegmentation in this papameéte cells which make up a HOG descriptor, our features contais le
that different starting regions are (already) obtaineddnywg the information about the speci ¢ spatial layout of the objethere-
colour spaces, each which has different invariance priggerfd- fore, HOG is better suited for rigid objects and our featuaes
ditionally, we vary the threshold parametein [13]. better suited for deformable object types.

As classi er we employ a Support Vector Machine with a his-
togram intersection kernel using the Shogun Toolbox [28] ap-
ply the trained classi er, we use the fast, approximatesilaation
In this paper, we combine the object hypotheses of severa-vastrategy of [22], which was shown to work well for Bag-of-\lsr
tions of our hierarchical grouping algorithm. Ideally, want to in [30].
order the object hypotheses in such a way that the locatitmshw  Our training procedure is illustrated in Figlre 3. The aliposi-
are most likely to be an object come rst. This enables onertd tive examples consist of all ground truth object windows.idisal
a good trade-off between the quality and quantity of theltiegu negative examples we select from all object locations geadr

I (ri;rp)=1 size(im)

3.3 Combining Locations
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Figure 3: The training procedure of our object recognitigpepne. As positive learning examples we use the grourtti tris negatives
we use examples that have a 20-50% overlap with the positammples. We iteratively add hard negatives using a retrgiphase.

by our selective search that have an overlap of 20% to 50% with upper bound of location quality. We investigate how well
a positive example. To avoid near-duplicate negative ekasnp our object recognition framework performs when using an ob-
a negative example is excluded if it has more than 70% overlap ject hypothesis set of “perfect” quality. How does this com-
with another negative. To keep the number of initial negsatiger pare to the locations that our selective search generates?

class below 20,000, we randomly drop half of the negativei® To evaluate the quality of our object hypotheses we de ne

classegar, cat, dogandperson Intuitively, this set of examples
L cog P Y P the Average Best Overlap (ABO) and Mean Average Best Over-

can be seen as dif cult negatives which are close to the pesi- . . .
amples. This means they are close to the decision bounddgran !ap (MABO) scores, which slightly generalises the measisdu

therefore likely to become support vectors even when theptetm in [9]. To calculate the Average Best Overlap for a speci as;lc,
set of negatives would be considered. Indeed, we found Hiat fve calculate the best overlap between each ground truthatiorm

selection of training examples gives reasonably goodinitassi- g 2 G° and the object hypothesesgenerated for the correspond-
cation models ing image, and average:

Then we enter a retraining phase to iteratively add hardtivega R cor oy,
examples €.g [12]): We apply the learned models to the training ABO = K;—ngchcwiaLxOverlap(gi 1i): (7)
set using the locations generated by our selective seamtedeh '
negative image we add the highest scoring location. As dtialin The Overlap score is taken from [11] and measures the arde of t
training set already yields good models, our models comvarg intersection of two regions divided by its union:
only two iterations. c )
For the test set, the nal model is applied to all locationsge Overlag(gf;!;) = aree(g,c)\ aree(l,):
ated by our selective search. The windows are sorted byi elass aredg;) [ aredl;)
score while windows which have more than 30% overlap withAmalogously to Average Precision and Mean Average Pretisio
higher scoring window are considered near-duplicates amdea Mean Average Best Overlap is now de ned as the mean ABO over
moved. all classes.
Other work often uses the recall derived from the Pascall@ver
. Criterion to measure the quality of the boxes [1, 16, 34] sThite-
5 Evaluation rion considers an object to be found when the Overlap of Eguat
[8 is larger than 0.5. However, in many of our experiments we ob
tain a recall between 95% and 100% for most classes, makigg th
measure too insensitive for this paper. However, we do tepi
measure when comparing with other work.
Diversi cation Strategies. We experiment with a variety of 0 a@voidover tting, we perform the diversi cation strateg ex-
colour spaces, similarity measures, and thresholds ofiike PEMMents on the Pascal VOC 200RAIN+VAL set. Other exper-

tial regions, all which were detailed in Section'3.2. We saekMents are done on the Pascal VOC 20@&T set. Additionally,
trade-off between the number of generated object hyp0$he§’é'r object r(_ecognmon system is ben.chmarked on the Pa@ﬁ] \Y
computation time, and the quality of object locations. We £910 detection challenge, using the independent evatuaéover.
this in terms of bounding boxes. This results in a selection o

complementary techniques which together serve as our fmll Diversi cation Strategies

selective search method.

(8)

In this section we evaluate the quality of our selective geavVe
divide our experiments in four parts, each spanning a stpaud-
section:

In this section we evaluate a variety of strategies to obgaiod

Quality of Locations. We test the quality of the object locatiorfuality object location hypotheses using a reasonable eurmb
hypotheses resulting from the selective search. boxes computed within a reasonable amount of time.

Object Recognition. We use the locations of our selective searq{ :

R . L Lo ) 1.1 Flat versus Hierarch

in the Object Recognition framework detailed in Section 4. y
We evaluate performance on the Pascal VOC detection chalthe description of our method we claim that using a fullraie
lenge. chy is more natural than using multiple at partitionings ttyang-



ing a threshold. In this section we test whether the use oér hj Similarities | MABO | # box || Colours MABO | # box
archy also leads to better results. We therefore comparegbe| C 0.635 | 356 HSV 0.693 | 463
of [13] with multiple thresholds against our proposed aitpon. | T 0.581 | 303 I 0.670 | 399
Speci cally, we perform both strategies RGBcolour space. For| S 0.640 | 466 RGB 0.676 | 395
[13], we vary the threshold frotk= 50 tok = 1000 in steps of 50.| F 0.634 | 449 rgl 0.693 | 362
This range captures both small and large regions. Additipras a | C+T 0.635 | 346 Lab 0.690 | 328
special type of threshold, we include the whole image as ggcbb| C+S 0.660 | 383 H 0.644 | 322
location because quite a few images contain a single larfgeioly C+F 0.660 | 389 rgb 0.647 | 207
only. Furthermore, we also take a coarser range fkom50 to | T+S 0.650 | 406 C 0.615 | 125
k= 950 in steps of 100. For our algorithm, to create initialoagi | T+F 0.638 | 400 Thresholds | MABO | # box
we use a threshold d€ = 50, ensuring that both strategies havyes+F 0.638 | 449 50 0676 | 395
an identical smallest scale. Additionally, as we generateef re- | C+T+S 0.662 | 377 100 0671 | 239
gions, we combine results usikg= 50 andk = 100. As similarity | C+T+F 0.659 | 381 150 0.668 | 168
measureSwe use the addition of all four similarities as de ned in C+S+F 0.674 | 401 250 0.647 | 102
Equation 6. Results are in table 2. T+S+F 0.655 | 427 500 0585 | 46
C+T+S+F | 0.676 | 395 1000 0.477 | 19
thresholdk in [13] MABO | # windows
Flat [13]k= 50,150, ;950 0.659 | 387 Table 3: Mean Average Best Overlap for box-based object hy-
Hierarchical (this papey = 50 0.676 | 395 potheses using a variety of segmentation strategies. d@)ol
Flat [13]k = 50,100, ;1000 0.673 | 597 (S)ize, and (F)ill perform similar. (T)exture by itself isaak. The
Hierarchical (this papeR= 50;100 | 0.719 | 625 best combination is as many diverse sources as possible.

Table 2: A comparison of multiple at partitionings agairtger-

archical partitionings for generating box locations shahat for ~ While the texture similarity yields relatively few objectda-

the hierarchical strategy the Mean Average Best OverlapBRA tions, at 300 locations the other similarity measures gtédld a

score is consistently higher at a similar number of location MABO higher than 0.628. This suggests that when comparing
individual strategies the nal MABO scores in talile 3 are goo

As can be seen, the quality of object hypotheses is better iftgficators of trade-off between quality and quantity of tigect
our hierarchical strategy than for multiple at partitiomjs: At a hypotheses. Another observation is that combinationsnoifaiity
similar number of regions, our MABO score is consistentlytar. Measures generally outperform the single measures. Indact
Moreover, the increase in MABO achieved by combining the I8 all four similarity measures perform best yielding a MBBf
cations of two variants of our hierarchical grouping algon is 0.676.
much higher than the increase achieved by adding extrahbidss ~ Looking at variations in the colour space in the top-rightalble
for the at partitionings. We conclude that using all locats from '3, we observe large differences in results, ranging from sBX@A
a hierarchical grouping algorithm is not only more natunatl diso of 0.615 with 125 locations for the C colour space to a MABO of
more effective than using multiple at partitionings. 0.693 with 463 locations for the HSV colour space. We not¢ tha

Lab-space has a particularly good MABO score of 0.690 usithg o
. . S ) 328 boxes. Furthermore, the order of each hierarchy isteféec
5.1.2 Individual Diversi cation Strategies using the rst 328 boxes of HSV colour space yields 0.690 MABO

In this paper we propose three diversi cation strategieshitain While using the rst 100 boxes yields 0.647 MABO. This shows
good quality object hypotheses: varying the colour spaeey-v that when comparing single strategies we can use only fthe ®IAB
ing the similarity measures, and varying the thresholdshiimin SCOres to represent the trade-off between quality and tyait
the starting regions. This section investigates the inaeeaf each the object hypotheses set. We will use this in the next seetizen
strategy. As basic settings we use R@Bcolour space, the com- Nding good combinations.
bination of all four similarity measures, and threshiotd 50. Each ~ Experiments on the thresholds of [13] to generate the starti
time we vary a single parameter. Results are given in Table 3. regions show, in the bottom-right of Table 3, that a lowetidhi
We start examining the combination of similarity measuras greshold results in a higher MABO using more object loaaio
the left part of Table 3. Looking rst at colour, texture, sjand I
individually, we see that the texture similarity performergt with 5 1 3 combinations of Diversi cation Strategies
a MABO of 0.581, while the other measures range between 0.63
and 0.64. To test if the relatively low score of texture is tueur We combine object location hypotheses using a variety of-com
choice of feature, we also tried to represent texture by LBiceary plementary grouping strategies in order to get a good qusdit
Patterns [24]. We experimented with 4 and 8 neighbours on dif object locations. As a full search for the best combirmaii®
ferent scales using different uniformity/consistencytaf patterns computationally expensive, we perform a greedy searchgubia
(see[24]), where we concatenate LBP histograms of theimhsi¢ MABO score only as optimization criterion. We have earlibr o
colour channels. However, we obtained similar results (\DA& served that this score is representative for the tradeetiéen the
0.577). We believe that one reason of the weakness of teistbez  number of locations and their quality.
cause of object boundaries: When two segments are sepasated Brom the resulting ordering we create three con guratioas:
an object boundary, both sides of this boundary will yieldikr single best strategy, a fast selective search, and a qgaliégtive
edge-responses, which inadvertently increases simyilarit search using all combinations of individual componeigscolour



Versi give'Si cation 8o | swin | 4 N As shown in Tablé 5, our “Fast” and “Quality” selective sdarc
S?;Z'Ign Htsra\‘/teg'es win_| #strategies ime (S) | ethods yield a close to optimal recall of 98% and 99% respec-
Strategy | C+T+S+F 0.693 362 1 0.71 tiVG'y. In terms of MABO, we achieve 0.804 and 0.879 respec-
k= 100 tively. To appreciate what a Best Overlap of 0.879 meangjrEig
Selective| HSV, Lab [5 shows forbike, cow andpersonan example location which has
ﬁzgtmh EZTS'*OSI('):(')HS“LF 0.799 | 2147 |8 379 1 an overlap score between 0.874 and 0.884. This illustratgur
Selective| HSV, Lab, rgl. F, selective search yields high quality object locations.
Search | C+T+S+F, T+S+F,F, § 0.878 | 10,108| 80 17.15 Furthermore, note that the standard deviation of our MABO
Quality | k= 50,100 150 300 scores is relatively low: 0.046 for the fast selective seaand

0.039 for the quality selective search. This shows thatctiete

Table 4: Our selective search methods resulting from a greed. 1 is robust to difference in object properties, and @ism-

search. We take all combinations of the individual divetsi ,qe condition often related with speci ¢ objects (one exmip
tion strategies selected, resulting in 1, 8, and 80 variehtsur ,4o0r/outdoor lighting).

hierarchical grouping algorithm. The Mean Average BeSt_ Ove If we compare with other algorithms, the second highestreca
lap (MABO) score keeps steadily rising as the number of wxrmloat 0.940 and is achieved by the jumping windows [34] usingQo,

Increase. boxesper class As we do not have the exact boxes, we were unable
Fod i ] to obtain the MABO score. This is followed by the exhaustive
metho recall MABO # windows search of [12] which achieves a recall of 0.933 and a MABO of
Arbelaezet al. [3] 0.752/0:649 0:193|418 - . .
i : : 0.829 at 100,352 boxgeer class(this number is the average over
Alexeet al. [2] 0.944/0:694 0:111/1,853 . . .
Harzallahet al. [16] 0.830! - 200 per class all classes). This is signi cantly lower then our method ighising
Carreira and Sminchisescu [4].879 0:770 0:084|517 at least a factor of 10 more object locations.
Endres and Hoiem [9] 0.912/0:791 0:082|790 Note furthermore that the segmentation methods of [4, 9¢hav
Felzenszwallet al. [12] 0.933/0:829 0:052|100,352 per class a relatively high standard deviation. This illustratest thasingle
Vedaldiet al. [34] 0.940; - 10,000 per clasy strategy can not work equally well for all classes. Instassing
Single Strategy 0.840/0:690 0:171)289 multiple complementary strategies leads to more stableediadble
Selective search “Fast” 0.980/0:804 0:046|2,134 results
Selective search “Quality” |0.991| 0:879 0:039|10,097 !

If we compare the segmentation of Arbelaez [3] with a the sin-

Table 5: Comparison of recall, Mean Average Best Overlgbe best strategy of our method, they achieve a recall of2arkl

. - . MABO of 0.649 at 418 boxes, while we achieve 0.875 recall
MABO) and number of window locations for a variety of meth® ) ’ )
(()ds on t)he Paslcj:al 200Esv¥Iset W I vanely and 0.698 MABO using 286 boxes. This suggests that a good seg-

mentation algorithm does not automatically result in gobgect
locations in terms of bounding boxes.

space, similarities, thresholds, as detailed in Table 4 Jieedy Figure 4 explores the trade-off between the quality and tityan
search emphasizes variation in the combination of sirbjlaniea- Of the object hypotheses. In terms of recall, our “Fast” radtbut-
sures. This con rms our diversi cation hypothesis: In theatjty Performs all other methods. The method of [16] seems cottyeeti
version, next to the combination of all similarities, FiticaSize for the 200 locations they use, but in their method the nunaber
are taken Separate|y_ The remainder of this paper uses e thoxes iS)er clasawhile for our method the same boxes are used for
strategies in Table 4. all classes. In terms of MABO, both the object hypothesegigen
tion method of [4] and [9] have a good quantity/quality traufEfor

the up to 790 object-box locations per image they generabev-H
ever, these algorithms are computationally 114 and 59 timae

In this section we evaluate our selective search algorithrrerms  €xPpensive than our “Fast” method. _ _
of both Average Best Overlap and the number of locations en th Interestingly, the “objectness” method of [2] performstquiell
Pascal VOC 200TEsTset. We rst evaluate box-based location#! terms of recall, but much worse in terms of MABO. This is

and afterwards brie y evaluate region-based locations. most likely caused by their non-maximum suppression, whigh
presses windows which have more than an 0.5 overlap scole wit

an existing, higher ranked window. And while this signi ¢Bn
improved results when a 0.5 overlap score is the de nitiomdf

We compare with the sliding window search of [16], the sliginng an object, for the general problem of nding the highesalkty
window search of [12] using the window ratio's of their maslel locations this strategy is less effective and can even bafuaby
the jumping windows off [34], the “objectness” boxes [of [)et eliminating better locations.

boxes around the hierarchical segmentation algorithm bftf& Figure[ 6 shows for several methods the Average Best Overlap
boxes around the regions of [9], and the boxes around thenggiper class. It is derived that the exhaustive search of [1dthkvh
of [4]. From these algorithms, only [3] is not designed foding uses 10 times more locations which are class speci c, pexgor
object locations. Yet [3] is one of the best contour detecpub- similar to our method for the classbege, table, chair andsofg
licly available, and results in a natural hierarchy of regio We for the other classes our method yields the best score. lergkn
include it in our evaluation to see if this algorithm desidrfer the classes with the highest scores eag dog, horseand sofa
segmentation also performs well on nding good object lama. which are easy largely because the instances in the datasbt t
Furthermore, [4, 9] are designed to nd good object regiather to be big. The classes with the lowest scorestarttle, person,
then boxes. Results are shown in Table 5 and Figure 4. and plant, which are dif cult because instances tend to be small.

5.2 Quality of Locations

5.2.1 Box-based Locations
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Figure 4: Trade-off between quality and quantity of the obfg/potheses in terms of bounding boxes on the Pascal 2097set. The
dashed lines are for those methods whose quantity is exgarésshe number of boxgser class In terms of recall “Fast” selective
search has the best trade-off. In terms of Mean Average Bestl&p the “Quality” selective search is comparable withghyet is
much faster to compute and goes on longer resulting in a higheMABO of 0.879.
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(a) Bike: 0.863 (b) Cow: 0.874 (c) Chair: 0.884 (d) Person: 0.882 (e) Plant: 0.873

Figure 5: Examples of locations for objects whose Best @pestore is around our Mean Average Best Overlap of 0.879.gfden
boxes are the ground truth. The red boxes are created usri@thality” selective search.
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Figure 6: The Average Best Overlap scores per class foraavethod for generating box-based object locations ondP&€aC 2007
TEST. For all classes bugable our “Quality” selective search yields the best locationsr E2 out of 20 classes our “Fast” selective
search outperforms the expensive [4, 9]. We always outparfa].

Nevertheless;ow, sheepandtv are not bigger thapersonand yet | method recall | MABO # regions| time(s)
can be found quite well by our algorithm. 3] 0.539| 0.540 0.117| 1122 64

To summarize, selective search is very effective in ndirggh [9] 0.8131 0.679 0.108 2167 226
guality set of object hypotheses using a limited number odelp [4,] 0.782] 0.665 0.118 697 432
where the quality is reasonable consistent over the objasses. | >ndle Strategy | 0.576 | 0.548 0.078 | 678 0.7
The methods of [4] and [9] have a similar quality/quantipde-off ,‘g"ﬁm " 8'3(2)2 8'?22 8'882 227;91 i'78
for up to 790 object locations. However, they have more Varia 9] +y“Fast" 0'896 0:737 0.'098 5 ‘;38 63
over the object classes. Furthermore, they are at least &9.&n [4 9] +“Quality” | 0.920| 0-758 0:096 | 25355 | 675

times more expensive to compute for our “Fast” and “Qualgg*
lective search methods respectively, which is a problensidiorent
dataset sizes for object recognition. In general, we calecthat
selective search yields the best quality locations at ONABO
while using a reasonable number of 10,097 class-indep¢iatlen
ject locations.

Table 6: Comparison of algorithms to nd a good set of potanti
object locations in terms of regions on the segmentatioh qfar
Pascal 2007EST.

Figure 7 shows the Average Best Overlap of the regions per
class. For all classes excebpike our selective search consis-
In this section we examine how well thegionsthat our selective tently has relatively high ABO scores. The performancebiite
search generates captures object locations. We do thisecseth is disproportionally lower for region-locations insteafiabject-
mentation part of the Pascal VOC 200ZsTset. We compare with locations, becaustgikeis a wire-frame object and hence very dif -
the segmentation of [3] and with the object hypothesis regjiof Cult to accurately delineate.
both [4, 9]. Table 6 shows the results. Note that the number otf we compare our method to others, the method of [9] is better
regions is larger than the number of boxes as there are amostor train, for the other classes our “Quality” method yields similar
exact duplicates. or better scores. Fdrird, boat, bus, chair, person, plant, and tv

The object regions of both [4, 9] are of similar quality as owcores are 0.05 ABO better. Foar we obtain 0.12 higher ABO
“Fast” selective search, 0.665 MABO and 0.679 MABO respeand forbottle even 0.17 higher ABO. Looking at the variation in
tively where our “Fast” search yields 0.666 MABO. While [4, 9ABO scores in table 6, we see that selective search has dlgligh
use fewer regions these algorithms are respectively 11458ndower variation than the other methods: 0.093 MABO for “dyal
times computationally more expensive. Our “Quality” sélec and 0.108 for [9]. However, this score is biased because ef th
search generates 22,491 regions and is respectively 253amdeds wire-framed bicycle: without bicycle the difference be@smore
faster than [4, 9], and has by far the highest score of 0.73BMA apparent. The standard deviation for the “quality” selectiearch

5.2.2 Region-based Locations
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Figure 7: Comparison of the Average Best Overlap Scoreslass c

between our method and others on the Pascal 2887 set. Ex- 0.798 0960 0.908
cept fortrain, our “Quality” method consistently yields better Av:

erage Best Overlap scores.

becomes 0.058, and 0.100 for [9]. Again, this shows that lyyng
on multiple complementary strategies instead of a singbtesyy
yields more stable results.

Figure 8 shows several example segmentations from our miuetI:_lP

and [4, 9]. In the rst image, the other methods have problerE§ure 8: A qualitative comparison of selective search,§p [9].

- . r our method we observe: ignoring colour allows nding the
Egggjrl)gn;hgf \(/)vSrltst:thezligsf itgr?okr)g;tfolacl)rl]ﬁ Jvhh(?l:?r?é(“almgrit? Qt%jo.ttle, multiple .colour spaces help in dark images (car}l aot
(Eq. 5) helps grouping the bottle and label together. Thesimgs using [3] sometimes result in irregular borders such asde c
bottle part, which is dusty, is already merged with the tdigfore
this bottl_e segment is formed, hence “ Il’i will not help_heré*he 5.3 Object Recognition
second image is an example of a dark image on which our algo-
rithm has generally strong results due to using a varietyo@fur In this section we will evaluate our selective search strater
spaces. In this particular image, the partially intensityariant object recognition using the Pascal VOC 2010 detection task
Lab colour space helps to isolate the car. As we do not use th®ur selective search strategy enables the use of expensive a
contour detection method of [3], our method sometimes geesr powerful image representations and machine learning teabs.
segments with an irregular border, which is illustratedtoy third In this section we use selective search inside the Bag-afigvo
image of a cat. The nal image shows a very dif cult exampler, f based object recognition framework described in Sectidrhé.re-
which only [4] provides an accurate segment. duced number of object locations compared to an exhaustarels

Now because of the nature of selective search, rather thiamgpi make it feasible to use such a strong Bag-of-Words impleasent
methodsagainsteach other, it is more interesting to see how thdipn.
cancomplemeneach other. As both [4, 9] have a very different To give an indication of computational requirements: Thespi
algorithm, the combination should prove effective acaogdd our wise extraction of three SIFT variants plus visual word gsient
diversi cation hypothesis. Indeed, as can be seen in theitgart takes around 10 seconds and is done once per image. The nal
of Table 6, combination with our “Fast” selective searchdeto round of SVM learning takes around 8 hours per class on a GPU fo
0.737 MABO at 6,438 locations. This is a higher MABO usinglespproximately 30,000 training examples [33] resultinghfrowo
locations than our “quality” selective search. A combioatof [4, rounds of mining negatives on Pascal VOC 2010. Mining hard
9] with our “quality” sampling leads to 0.758 MABO at 25,35%egatives is done in parallel and takes around 11 hours onatO m
locations. This is a good increase at only a modest extra runfb chines for a single round, which is around 40 seconds perémag
locations. This is divided into 30 seconds for counting visual word freq-

To conclude, selective search is highly effective for gatirg cies and 0.5 seconds per class for classi cation. Testikgsta0
object locations in terms of regions. The use of a varietytiaite- seconds for extracting features, visual word assignmedtcaunt-
gies makes it robust against various image conditions akageling visual word frequencies, after which 0.5 seconds is eégxbr
the object class. The combination of [4], [9] and our grogpah class for classi cation. For comparison, the code of [12itiaut
gorithms into a single selective search showed promisingore- cascade, just like our version) needs for testing sliglethslthan 4
ments. Given these improvements, and given that there ang nmseconds per image per class. For the 20 Pascal classes #tgs ma
more different partitioning algorithms out there to use isetec- our framework faster during testing.
tive search, it will be interesting to see how far our selectiearch  We evaluate results using the of cial evaluation server.isTh
paradigm can still go in terms of computational ef ciencymber evaluation is independent as the test data has not beersedlea
of object locations, and the quality of object locations. We compare with the top-4 of the competition. Note that whlle

0.633 0.701 0.891
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Participant Flat error | Hierarchical error BoxesTRAIN+VAL 2012 MABO | # locations

University of Amsterdam (ours) 0.425 0.285 “Fast” 0.814 2006

ISI lab., University of Tokyo 0.565 0.410 “Quality” 0.886 10681

) N SegmentgRAIN+VAL 2012 | MABO | # locations

Table 8: Results for ImageNet Large Scale Visual Recognitio “Fast’ 0512 3482
Challenge 2011 (ILSVRC2011). Hierarchical error penalises- “Quality” 0.559 22073
takes less if the predicted class is semantically similahéoreal
class according to the WordNet hierarchy. Table 9: Quality of locations on Pascal VOC 20tRAIN+VAL .

methods in the top-4 are based on an exhaustive search @8ing ¥he of cial evaluation server.

ations on part-based model of [12] with HOG-features, ouho#  Results for the location quality are presented in table 9.séée

differs substantially by using selective search and Ba¥ofds that for the box-locations the results are slightly highertin Pas-

features. Results are shown in Table 7. cal VOC 2007. For the segments, however, results are wotse. T
It is shown that our method yields the best results for thesda js mainly because the 2012 segmentation set is consideradry

plane, cat, cow, table, dog, plant, sheep, s@adtv. Exceptta- dif cult.

ble, sofa andtv, these classes are all non-rigid. This is expected,For the 2012 detection challenge, the Mean Average Prexisio

as Bag-of-Words is theoretically better suited for theassets than 0.350. This is similar to the 0.351 MAP obtained on Pascal VOC
the HOG-features. Indeed, for the rigid clasbése, bottle, bus, 2010.

car, personandtrain the HOG-based methods perform better. The
exception is the rigid clagy. This is presumably because our s
lective search performs well in locatihgs, see Figure 6.

In the Pascal 2011 challenge there are several entries Wighhis experiment we investigate how close our selectiace
achieve signi cantly higher scores than our entry. Theséhois |ocations are to the optimal locations in terms of recognitac-
use Bag-of-Words as additional information on the locatifmund curacy for Bag-of-Words features. We do this on the Pascal VO
by their part-based model, yielding better detection amtyur In- 2007 TEST set.
terestingly, however, by using Bag-of-Words to detecttioces our
method achieves a higher total recall for many classes [10].

$5 An upper bound of location quality

Finally, our selective search enabled participation todatec- ossh
tion task of the ImageNet Large Scale Visual RecognitionlCha os!
lenge 2011 (ILSVRC2011) as shown in Table 8. This dataset con 045 |
tains 1,229,413 training images and 100,000 test imagésiygoo 2 04 L
different object categories. Testing can be acceleratddadsres £ 035 -
extracted from the locations of selective search can beetefs g o /
all classes. For example, using the fast Bag-of-Words freorie el
of [30], the time to extract SIFT-descriptors plus two coleari- s Oolz
ants takes 6.7 seconds and assignment to visual words takes 1 o
seconds’. Using a 1x1, 2x2, and 3x3 spatial pyramid division it 00s| —— S5 Qualiy”
takes 14 seconds to get all 172,032 dimensional featuressi o .S
cation in a cascade on the pyramid levels then takes 0.3 dspeamn Number of Object Hypotheses

class. For 1,000 classes, the total process then takes 8@3dse

per image for testing. In contrast, using the part-basetdmork Figure 9: Theoretical upper limit for the box selection viritiour

of [12] it takes 3.9 seconds per class per image, resulti®@00 opject recognition framework. The red curve denotes théoper

seconds per image for testing. This clearly shows that ttheced mance using the top locations of our “quality” selective search

number of locations helps scaling towards more classes. method, which has a MABO of 0.758 at 500 locations, 0.855 at
We conclude that compared to an exhaustive search, selecdyoo locations, and 0.883 at 10,000 locations. The magemta c

search enables the use of more expensive features andesssiienotes the performance using the samertdpcations but now

and scales better as the number of classes increase. combined with the ground truth, which is the upper limit otde
tion quality (MABO = 1). At 10,000 locations, our object hythe
5.4 Pascal VOC 2012 esis set is close to optimal in terms of object recognitiozugacy.

Because the Pacal VOC 2012 is the latest and perhaps nal VOGhe red line in Figure 9 shows the MAP score of our object

dataset, we brie y present results on this dataset to fat#icom- yecognition system when the toghoxes of our “quality” selective
parison with our work in the future. We present quality of 88X search method are used. The performance starts at 0.283 BHAP u
using theTRAIN+VAL set, the quality of segments on the segmefig the rst 500 object locations with a MABO of 0.758. It ralby
tation part ofrRAIN+VAL, and our localisation framework using gncreases to 0.356 MAP using the rst 3000 object locatiofith w
Spatial Pyramid of 1x1, 2x2, 3x3, and 4x4 on thesT set using 3 MABO of 0.855, and then ends at 0.360 MAP using all 10,097

2 . . . . object locations with a MABO of 0.883.

We found no difference in recognition accuracy when usimgRandom Forest . . .
assignment of [30] or kmeans nearest neighbour assignmen2jmofthe Pascal The mage_nta I"_]e shows the performance (_)f our ObJ_eCt reeogni
dataset. tion system if we include the ground truth object locatiom®tir
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System plane bike bird boat bottle bus car cat chair cow tabl®eg horse motor person plant sheep sofa train @ tv
NLPR 533 553 .192 .210 .300 .544 467 .412 .200 .315 .207 .303 .486 .553 465 102 .344 .26%03 .403
MITUCLA[38] .542 485 .157 .192 .292 555 .435 .417 .169 .285 .267 .309 .483 .550 417 .097 .358 .3082 .4408
NUS 491 524 178 .120 .306 .535 .328 373 .177 .306 .277 .2%9 .563 442 096 .148 279 .495 .384
UoCTTI [12] 524 543 130 .156 .351 .542 491 .318 .155 .262 .135 .215 454 516 .475 .091 .351 .194 466 .380
This paper 562 .424 153 126 .218 493 .368.461 .129 .321 .300 .365 .435 .529 329 .153 411 .318 .470 .448

Table 7: Results from the Pascal VOC 2010 detection tasls&sOur method is the only object recognition system bageBiag-of-
Words. It has the best scores for 9, mostly non-rigid objategories, where the difference is up to 0.056 AP. The othethods are
based on part-based HOG features, and perform better orrigiosbbject classes.

hypotheses set, representing an object hypothesis seedep” where the main insight is to uselaverseset ofcomplementarand
quality with a MABO score of 1. When only the ground truth boxdsierarchical grouping strategies. This makes selective search sta-
are used a MAP of 0.592 is achieved, which is an upper bouid, robust, and independent of the object-class, wheexbtyjpes
of our object recognition system. However, this score dgpie- range from rigid é.g car) to non-rigid €.g cat), and theoretically
clines to 0.437 MAP using as few as 500 locations per image. R&so to amorphouse(g water).
markably, when all 10,079 boxes are used the performangesdro In terms of object windows, results show that our algoritlsm i
to 0.377 MAP, only 0.017 MAP more than when not including threuperior to the “objectness” of [2] where our fast selectiearch
ground truth. This shows that at 10,000 object locationshyur reaches a quality of 0.804 Mean Average Best Overlap at 2¢t34
potheses set is close to what can be optimally achieved for ocations. Compared to [4, 9], our algorithm has a similareratf
recognition framework. The most likely explanation is osewf between quality and quantity of generated windows with adou
SIFT, which is designed to be shift invariant [21]. This cesiap- 0.790 MABO for up to 790 locations, the maximum that they gen-
proximate boxes, of a quality visualised in Figure 5, to lileggtod erate. Yet our algorithm is 13-59 times faster. Additiopall cre-
enough. However, the small gap between the “perfect” olfjget ates up to 10,097 locations per image yielding a MABO as high a
potheses set of 10,000 boxes and ours suggests that wedaative.879.
the point where the degree of invariance for Bag-of-Wordy ma In terms of object regions, a combination of our algorithnthwi
have an adverse effect rather than an advantageous one. [4, 9] yields a considerable jump in quality (MABO increagesn
The decrease of the “perfect” hypothesis set as the numbef.g%30 to 0.758), which shows that by following our diversiton
boxes becomes larger is due to the increased dif culty ofptted- paradigm there is still room for improvement.
lem: more boxes means a higher variability, which makes thhe o Finally, we showed that selective search can be successfel
ject recognition problem harder. Earlier we hypothesizett in to create a good Bag-of-Words based localisation and rétogn
exhaustive search examines all possible locations in tlegém system. In fact, we showed that quality of our selective deéo-
which makes the object recognition problem hard. To teseif sations are close to optimal for our version of Bag-of-Wdrdsed
lective search alleviates the problem, we also applied @g-&- object recognition.
Words object recognition system on an exhaustive searéhg us
the locations of [12]. This results in a MAP of 0.336, whileeth
MABO was 0.829 and the number of object locations 100,000 FB,eferences
class. The same MABO is obtained using 2,000 locations weith s ) ) )
lective search. At 2,000 locations, the object recognidioauracy |11 B- Alexe, T. Deselaers, and V. Ferrari. What is an objeat? |
is 0.347. This shows that selective search indeed makegdhe p CVPR 2010. 2, 6
Iem_ egsie_r comp_ared to exhaustive search by reducing tlsébpos [2] B. Alexe, T. Deselaers, and V. Ferrari.
variation in locations.
To conclude, there is a trade-off between quality and gtyaoti

Measuring the ob-
jectness of image windowslEEE transactions on Pattern

object hypothesis and the object recognition accuracyh ldigal-
ity object locations are necessary to recognise an objebeirrst

place. Being able to sample fewer object hypotheses witbact
ri cing quality makes the classi cation problem easier ahelps
to improves results. Remarkably, at a reasonable 10,0Gidos,
our object hypothesis set is close to optimal for our BagMoi-ds
recognition system. This suggests that our locations auci
quality that features with higher discriminative powerrtha nor-
mally found in Bag-of-Words are now required.

6 Conclusions

This paper proposed to adapt segmentation for selectivelseale

observed that an image is inherently hierarchical and Heattare

a large variety of reasons for a region to form an object. &foze
a single bottom-up grouping algorithm can never capturpasbi-
ble object locations. To solve this we introduced selectiarch,
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